
4.0 A COUNTEREXAMPLE TO THE LAW OF LIKELIHOOD FOR

PROBABILITY-ZERO HYPOTHESES

4.1 INTRODUCTION

The Law of Likelihood says that a datum E evidentially favors a hypothesis H1 over an

incompatible1 hypothesis H2 if and only if the likelihood ratio k = Pr(E|H1)/Pr(E|H2) is

greater than one, with k measuring the degree of favoring. This claim is problematic when

either H1 or H2 has probability zero. When H has probability zero, Pr(E|H) is defined

in Kolmogorov’s theory of regular conditional distributions only relative to a sub-� field in

which H is embedded. One can embed a pair of hypotheses H1 and H2 in a sub-�-field that

treats them di↵erently even though the setup of the problem is symmetric with respect to

those hypotheses. Doing so gives rise to instances of Borel’s paradox,2 in which probabilities

conditional on probability-zero hypotheses that intuitively should be equal turn out to be

unequal. In this way, one can produce counterexamples to the Law of Likelihood in which

Pr(E|H1)/Pr(E|H2) > 1 even though the setup of the problem is symmetric with respect

to H1 and H2.

I present a counterexample of that kind in Section 4.2. In Section 4.3, I respond to

several attempts to dismiss the counterexample. I then present a no-go result in Section

4.4 which shows that avoiding such counterexamples by adopting an alternative theory of

conditional probability requires giving up either even a weak form of conglomerability or

1Standard formulations of the Law of Likelihood do not require that H1 and H2 be incompatible. I argue
for this requirement in Chapter 2, Section 2.

2“Borel’s paradox” has also been called “Bertrand’s Paradox” because Joseph Bertrand seems to have
been the first to discuss it [Bertrand, 1889]. Émile Borel responds to Bertrand’s discussion in his [1909, 100–
4]. It is also sometimes called “the Borel–Kolmogorov paradox” because Kolmogorov gives the canonical
response to it in his [1956, 50–1].
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one of two other highly plausible principles. I then present two possible responses to the

counterexample within extant theory of conditional probability in Section 4.5. In the end, I

conclude that either of those responses is acceptable and that there are no strong grounds

on which to decide between them.

It should be noted that Borel’s paradox only arises for hypotheses that have probability

zero. When H has strictly positive probability, the formula Pr(E|H) = Pr(E \H)/Pr(H)

holds, and the values of these probabilities are not relative to a sub-�-field. Thus, Borel’s

paradox does not create any di�culties for the Law of Likelihood in many ordinary cases.

4.2 A COUNTEREXAMPLE TO THE LAW OF LIKELIHOOD FOR

PROBABILITY-ZERO HYPOTHESES

In the following example, standard mathematical techniques yield Pr(E|H1)/Pr(E|H2) > 1,

but it is clear that the datum E is evidentially neutral between H1 and H2. Thus, it is a

counterexample to at least a näıve formulation of the Law of Likelihood.

Figure 4.1: An illustration of Example 4.1

Example 4.1. Consider a unit sphere equipped with an arbitrary system of latitudes

and longitudes. Let E be the datum that a point P randomly selected from a uniform

distribution on the surface of the sphere lies within ⇡/180 units of the intersection of

the equator and the prime meridian along the surface of the sphere. Let H1 be the
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hypothesis that P lies on the “prime meridional circle,” i.e. union of the prime meridian

and the line of 180� longitude, omitting the points at which that circle intersects the

equator. Let H2 be the hypothesis that P lies on the equator, omitting the same two

points.

By stipulation, the system of latitudes and longitudes in this example is arbitrary. Moreover,

the datum E is symmetric with respect to the equator and the prime meridional circle. Thus,

it is intuitively clear that E is evidentially neutral between H1 and H2. But standard math-

ematical techniques yield the likelihood ratio Pr(E|H1)/Pr(E|H2) = 1.57, which according

to the Law of Likelihood indicates that E favors H1 over H2. Thus, an unrestricted version

of the Law of Likelihood is false when the conditional probabilities to which it appeals are

calculated using standard mathematical techniques.

See Appendix E for a derivation of the anomalous likelihood ratio. You can see roughly

how this result arises by thinking of the prime meridional circle as the limit of the region

between two lines of longitude and thinking of the equator as the limit of the region between

two lines of latitude: two lines of longitude are farther apart close to the equator than they

are around the poles, while any two lines of latitude are equally spaced all the way around the

globe. This di↵erence corresponds to the fact that, using standard mathematical techniques,

the conditional probability distribution on the equator is uniform, while that on the prime

meridional circle increases as one approaches the equator. (See figure 4.2.)

Treating a great circle as a limit for the purpose of calculating probabilities conditional

on it makes sense when one is conditioning on the datum that some point of interest lies on

it to within the resolving power of some measurement technique. It does not make sense in

Example 4.1, in which the circles correspond to sharp hypotheses and the identification of

one as the equator and the other as the prime meridional circle is arbitrary.

4.3 RESPONSES TO WORRIES ABOUT THE COUNTEREXAMPLE

There are several apparent reasons to think that Example 4.1 is somehow illegitimate and

thus not a proper counterexample to the Law of Likelihood as standardly formulated. In this

71



Figure 4.2: Equator and prime meridional circle are treated di↵erently despite the arbitrari-

ness of the distinction.
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section I will consider five of these concerns and argue that none of them defuses the coun-

terexample. This is not to say that likelihoodists have no response to the counterexample,

but only that they cannot simply dismiss it without providing a proper response.

4.3.1 Worry 1: Each hypothesis omits two points on the relevant great circle

It might seem suspicious that H1 and H2 in Example 4.1 each omit two points from the

relevant great circle. However, the omission of those points plays no role in generating the

anomalous likelihood ratio, as the calculation in Appendix E shows. Because those points

have no length, the same likelihood ratio arises regardless of how they are handled.

I exclude the points at which the relevant great circles intersect only so that one can-

not avoid the counterexample by restricting the Law of Likelihood to mutually exclusive

hypotheses, as I advocate in Chapter 3.

4.3.2 Worry 2: The likelihood ratio is small

The value 1.57 of the anomalous likelihood ratio is significantly smaller than the value

of 8 that likelihoodists conventionally require in order to declare a result “fairly strong”

evidence [Royall, 2000, 761]. One might think that this fact somehow excuses the Law

of Likelihood. But it does not, for two reasons. First, the Law of Likelihood implies the

incorrect qualitative claim that the result favors the prime meridional circle hypothesis over

the equator hypothesis regardless of what it says about the degree of favoring. Second, one

could produce an analogous but more dramatic result by using a sub-�-field that corresponds

to a strange coordinate system. As I explain above, the fact that likelihood ratio in this case

is greater than one corresponds to the fact that lines of longitude are farther apart at the

equator than near the poles, while lines of latitude are spaced equally all the way around

the sphere. One could get a larger likelihood ratio by using a system of “pseudo-longitudes”

that exaggerates this e↵ect around the prime meridian and/or a system of “pseudo-latitudes”

that are closer together near the prime meridional circle than elsewhere around the equator.

It is a plausible conjecture that one could generate any likelihood ratio one likes by using a

su�ciently strange coordinate system; see [Arnold and Robertson, 2003] for a similar result
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in a related problem.

4.3.3 Worry 3: Real measurement techniques have finite precision

Borel himself points out that actual methods of observation do not allow you to learn that

a particular point on a sphere lies on a particular great circle [1909, 102–3]. From a position

on the prime meridian, for instance, you might be able to use astronomical observations and

a chronometer to determine that your longitude is between 0.100 East and 0.100 West, but you

would never be able to determine that your longitude is exactly 0.

This point would be relevant if Pr(E|H1) were supposed to reflect uncertainty about the

the longitude of P given a measurement with a high but finite degree of precision indicating

that it lay on the equator, and Pr(E|H2) were supposed to reflect uncertainty about the

the latitude of P given a measurement with a high but finite degree of precision indicating

that it lay on the prime meridional circle. But those probabilities are supposed to reflect

uncertainty given hypotheses, not measurements. The fact that measurement techniques

have finite precision does not preclude considering “sharp” hypotheses.

4.3.4 Worry 4: The hypotheses belong to di↵erent models

R.A. Fisher [1922, 310] and A.W.F. Edwards [1972, 9], among others, characterize a likeli-

hood function as defined only up to a constant of proportionality. This fact might lead one

to think that the Law of Likelihood applies only to hypotheses that belong to a common

model. If two hypotheses belong to a common model, then the constant of proportionality

associated with their likelihoods will be the same and thus will cancel out when one takes

their ratio. If they belong to di↵erent models, then there will be no determinate fact about

how their constants are related to one another. Thus, there will be no determinate fact

about their likelihood ratio. H1 and H2 in Example 4.1 seem to belong to di↵erent models,

one of which carves up the sphere into meridional circles while the other carves it up into

zonal circles, so one might think that restricting the Law of Likelihood to hypotheses that

belong to a common model is both independently well-motivated and su�cient to avoid the

counterexample.
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This objection is dubious for two main reasons. First, it is not clear what it means to say

that two hypotheses belong to a “common model.” In statistics jargon, “model” typically

refers to a triple of the form {X ,⇥,P}, where X is a sample space, ⇥ is an index set, and P is

a set of probability distributions indexed by the elements of ⇥. H1 and H2 cannot belong to

such a model because they are neither elements of a sample space, nor indices, nor probability

distributions. We could thus avoid them by saying that we can apply the Law of Likelihood

only to hypotheses that belong to a model of this kind (presumably by positing that the

statistical distribution underlying the data belongs to some particular subset of P), but this

maneuver excludes too much. It would prevent us from applying the Law of Likelihood to

substantive scientific hypotheses such as the theory of evolution, as Sober [2008] does to

good e↵ect. We might want to disallow the use of the Law of Likelihood in some such cases

because it is di�cult at best to assign values to the relevant likelihoods in an objective way,

but this point clearly does not apply to all substantive hypotheses. For instance, there is

no question that the probability that a card drawn from a standard, well-shu✏ed deck is a

spade given that it is black king is 1/2 while the probability that is is a spade that it is a

queen is 1/4, and it seems quite reasonable to say for that reason that the information that

the card is a spade favors the hypothesis that it is a black king over the hypothesis that it

is a queen.

Even when we leave aside this di�culty by focusing on hypotheses that simply posit

probability distributions, it is still not clear under what circumstances a pair of hypotheses

should be regarded as belonging to a common model. Consider a paradigm example of hy-

potheses that come from di↵erent models, intuitively speaking—for instance, the hypothesis

that an outcome of five heads in ten tosses was produced by a fair coin under binomial

sampling—meaning that the number of tosses was fixed and the number of heads random—

or under negative binomial sampling—meaning that the number of heads was fixed and the

number of tosses random. Binomial and negative binomial sampling are standard examples

of distinct models, so if taking hypotheses from distinct models is problematic in general

than it should be problematic here.

However, it is unclear what principled distinction one can draw between this pair of

hypotheses and, for instance, two hypotheses within the “binomial sampling model” that
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posit di↵erent biases for the coin. At first it might seem that this pair of hypotheses must be

regarded as belonging to di↵erent models because they correspond to di↵erent sample spaces:

the binomial hypothesis says that the possible observations are {H = 0, H = 1, . . . , H = 10},
where H is the number of heads, with the number of flips n = 10 being a fixed quantity,

while the negative binomial hypothesis says that the possible observations are {N = 5, N =

6, . . .}, where N is the number of flips, with the number of heads h = 5 a fixed quantity.

However, we can give these hypotheses a common sample space simply by expressing the

sample points in each sample space in terms of both the number of heads and the number

of flips and then taking the union of the results. The fact that each element of this sample

space is characterized by two numbers is no objection: we can project this two-dimensional

characterization onto one dimension if we like, given that the cardinality of N ⇥ N is the

same as that of N itself. Each hypothesis assigns probability zero to some elements of this

combined sample space, but that is no obstacle to treating it as a sample space.

In general, if hypothesis H1 says that some random vector Y has probability density

function f1(Y ) and another hypothesisH2 says that Z has probability density function f2(X),

where the union of the sample spaces of X and Y is a partition, then those hypotheses belong

to a common model according to which f(X) = I(b = 1)f1(X) + I(b = 2)f2(X), where X

ranges over the union of the sample spaces, I is an indicator function, and b = i if and

only if hypothesis Hi is true. This kind of approach might seem artificial, but it would be

appropriate, for instance, in the event that one were given the number of heads and the

number of tosses and wished to evaluate the hypothesis that sampling was binomial against

the hypothesis that it was negative binomial. I see no reason why the Law of Likelihood

could not be applied in this case, despite the fact that the hypotheses come from “di↵erent

models,” intuitively speaking.

That brings me to my second reason for finding dubious the objection that Example 4.1

is illegitimate because H1 and H2 belong to di↵erent models: there do not seem to be any

good arguments for denying that the Law of Likelihood can be applied to hypotheses from

di↵erent models. I gave an argument for this claim at the start of this section, but it relies

on the idea that a likelihood function should is defined only up to a model-specific constant

of proportionality. There does not seem to be any argument behind that idea beyond an
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appeal to the authority of figures such as Fisher. There are reasons to accept the assertion

of the Likelihood Principle that evidential import depends on the likelihood function only

up to a constant of proportionality, but this fact does not require regarding likelihood func-

tions as defined only up to such a constant. One can simply say that the mapping from

likelihood functions to evidential import is many-to-one. At most, the Likelihood Principle

makes it convenient to regard the likelihood function as defined only up to a constant of

proportionality. It would be a mistake to derive methodological conclusions from this fact.

The possibility of using data on coin flips to evaluate hypotheses involving binomial

sampling against negative binomial sampling as described above might seem to generate

objections to the idea that the Law of Likelihood can be applied to hypotheses drawn from

di↵erent models.3 For it might seem that a datum E that a coin landed heads h times in n

flips contains no information about whether the number of heads or the number of tosses was

fixed in advance. But applying the Law of Likelihood yields the conclusion that E favors the

hypothesis H1 that the bias of the coin is p0 and the number of heads is fixed at n over the

hypothesis H2 that that the bias of the coin is p0 and the number of heads is fixed at h to

the degree n/h for any p0:
Pr(E|H1)
Pr(E|H2)

=
(nh)ph(1�p)n�h

(n�1
h�1)ph(1�p)n�h

= n
h
. Because this relationship holds for

all p0, it presumably follows that E favors the more general “binomial” hypothesis HB that

the number of heads is fixed at n over the more general “negative binomial” hypothesis HNB

that the number of heads is fixed at h.4 But then it seems that we are not just treating the

uninformative observation E as if it were informative, but doing so in a way that is biased

toward the conclusion that sampling is binomial.

These concerns are misplaced. First, while it might seem intuitively plausible that E is

uninformative, this claim is not obviously true. Consider an extreme case, such as n = 1000

and h = 1. There are 1000 ways this result could have arisen if n = 1000 was fixed in advance:

the head could have occurred in the first toss, the second toss, . . ., or the thousandth toss.

But there is only one way it could have arisen if h = 1 was fixed in advance: the head must

have occurred on the thousandth toss. Given these considerations, it seem plausible that

3This objection was presented to me by Michael Lew in personal correspondence.
4This claim can be shown to follow if there is a probability distribution over the bias of the coin, regardless

of what that distribution is, and it seems eminently plausible even in the absence of a definite probability
distribution.
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the datum n = 1000, h = 1 does in fact favor the hypothesis that n = 1000 was fixed over

the hypothesis that h = 1 was fixed to the degree n/h = 1000, and this result accords with

the fact that the odds of the former to the latter would increase one-thousandfold under

Bayesian updating on that datum.

Second, the Law of Likelihood does not say that the fact that a coin landed heads h times

in n flips favors the hypothesis of binomial sampling over the hypothesis of negative binomial

sampling to the degree n/h; it says that it favors the hypothesis of binomial sampling with

the number of flips fixed at the actually observed number n over the hypothesis of negative

binomial sampling with the number of heads fixed at the actually observed number h to

that degree. Thus, there is no pair of particular, fixed hypotheses such that the Law of

Likelihood says that any set of coin flip outcomes favors the one over the other, as the

charge of bias would require. It is somewhat curious and surprising that the particular

binomial hypothesis that is compatible with the data is always favored over the particular

negative binomial hypothesis that is compatible with the data, but this result is vindicated

by Bayesian reasoning and the kind of combinatorial reasoning used above in the case of

n = 1000, h = 1.

4.3.5 Worry 5: No limiting operation is specified

Jaynes [2003, 469–70] argues that the problem described in Example 4.1 is ill-formed. When

we have a probability density on one space and wish to generate from it a density on a

subspace of measure zero, we have to think of the subspace as the limit of a sequence of

positive-measure subspaces and specify how that limit is to be approached. Jaynes goes on

to claim that the term “great circle” is ambiguous until a limiting operation is specified; a

great circle approached through the “equatorial limit’‘is not the same object as a great circle

approached through the “meridional limit.”

The claim that “great circle” is ambiguous seems to go too far. After all, one can

characterize a great circle in terms of the points that comprise it without reference to a

limiting operation. However, the claim that the problem is ill-formed is more plausible and

does not obviously require that “great circle” be ambiguous. The key point for the purposes
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of this chapter is that Borel’s paradox cases create puzzles for the Law of Likelihood even if

this claim is granted, because it entails that either the Law of Likelihood does not apply to

such cases or that evidential favoring itself is relative to a limiting operation. In this respect,

it fares no better than Kolmogorov’s theory that conditional probabilities are relative to a

sub-�-field.

4.4 A NO-GO RESULT FOR ADDRESSING THE COUNTEREXAMPLE

THROUGH AN ALTERNATIVE THEORY OF CONDITIONAL

PROBABILITY

Maintaining that the Law of Likelihood holds and that evidential favoring is absolute and

determinate in the kinds of cases we are considering requires departing from Kolmogorov’s

theory of regular conditional distributions, according to which the relevant conditional

probabilities are relative to a sub-�-field. There are several alternatives to Kolmogorov’s

approach, including theories due to Popper [1968], Dubins [1975], Jaynes [2003], Rényi

[1955], and Rao [2005]. Unfortunately, none of those theories determines the result that

Pr(E|H1)/Pr(E|H2) = 1, and thus that E is evidentially neutral between H1 and H2 ac-

cording to the unrestricted Law of Likelihood.

Existing theories of conditional probability fall into three categories with respect to how

they handle conditioning on probability-zero hypotheses:

1. Relativizing. Theories in this category determine probabilities conditional on hypothe-

ses of probability zero only relative to something beyond the standard {X ,⇥,P} model.

They include Kolmogorov’s theory [1956], which appeals to sub-�-fields, and Jaynes’s

theory [2003], which appeals to limiting operations.

2. Underdetermining. Theories in this category provide axioms that constrain possi-

ble conditional probability assignments but do not determine them, even relative to a

structure such as a sub-�-field. Dubins’s “coherent conditional distributions” [1975] and

Popper’s “Popper functions” fall into this category.
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3. Misdetermining. Theories in this category provide particular, non-relative probability

assignments in a way that fails to avoid counterexamples to the Law of Likelihood.

Rényi’s theory falls into this category.5

Given that there is no extant theory of conditional probability that determines the de-

sired result, someone who wishes to maintain that the Law of Likelihood holds and that

evidential favoring is absolute can either opt for a theory such as Popper’s or Dubins’s that

at least permits that result or maintain that some new theory of conditional probability that

determines it is needed. Unfortunately, any theory that even permits the desired result in a

class of cases like Example 4.1 must violate at least one of three highly intuitive principles.

It is far from obvious whether it is better to violate one or more of those principles or to

permit the desired results and thus avoid counterexamples to an unrestricted and absolute

Law of Likelihood, but we can at least say that there appears to be a significant cost to

avoid such counterexamples.

Any theory of conditional probability that permits one to avoid counterexamples to the

Law of Likelihood like Example 4.1 is consistent with the following principle.

Rotation Preservation. Let R be a region of the sphere discussed in Example 4.1 that
is invariant under arbitrary rotations of the sphere about some axis X. Let G be the set of
great circles that passes through X. It is permitted that Pr(R|G) = a for all great circles
G 2G and some constant a.

This principle says, roughly, that it is permissible to have the same probability that the

point P that was randomly selected from a uniform distribution on the surface of the sphere

lies on a given great circle for each great circle that passes through a particular point, given

that P is in a region that is invariant under rotations about the central axis that passes

through that point. Conformity to this principle is not su�cient to avoid counterexamples

to the Law of Likelihood arising from Borel’s paradox: one could replace the circular region P

5The core of Rényi’s theory does not apply to conditioning on measure-zero sets and thus does not
assign values to Pr(E|H1) and Pr(E|H2). However, Rényi extends that core to produce the non-uniform
conditional distributions over meridians. Rao [2005, 118] claims that the extension Rényi gives is “tailored
the the problem at hand” and that it is not clear how to generalize it. In any case, it cannot give the result
Pr(Em|Hm)/Pr(Em|H2) = 1 for all hypotheses Hm according to which P lies on a meridian and all data
Em according to which P lies within one degree latitude and one degree longitude of the intersection of that
meridian with the equator. On Rényi’s approach, Pr(Em|Hm) = sin⇡/180 for all such hypotheses and data.
Pr(Em|H2 cannot equal sin⇡/180 for all such hypotheses, because if it did then by finite additivity it would
follow that Pr(H2|H2) = 360 sin⇡/180 = 6.28 > 1.
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in Example 4.1, for instance, with a square region which is not invariant under rotations and

thus is not addressed by Rotation Preservation. However, conformity to Rotation Preserva-

tion is necessary for avoiding counterexamples. For suppose that Pr(R|G1) 6= Pr(R|G2) for

some great circles G1 and G2 that pass through a point such that the region R is invariant

under rotations of the sphere around the central axis that passes through that point. Then,

according to the Law of Likelihood, learning that P lies in R favors G1 over G2 or vice versa

(removing the points at which these circles intersect so that they are disjoint).6 This result is

incorrect by the same kind of symmetry reasoning that indicates that the result that E favors

H1 over H2 in Example 4.1 is incorrect, so any instance of it counts as a counterexample

to the Law of Likelihood understood in accordance with a theory of conditional probability

that generates it.

Unfortunately, any theory of conditional probability that is consistent with Rotation

Preservation is inconsistent with the conjunction of the following three highly plausible

additional principles (with a minor caveat that is described below).

Weakening. If Pr(A) > 0, Pr(B) > 0, and A \B = ;, then Pr(A [B) >
max{Pr(A),Pr(B)}.

Weakening is a consequence of the axiom of finite additivity, according to which Pr(A[
B) = Pr(A) + Pr(B) provided that A \ B = ;. (It also follows from the weaker principle

of superadditivity according to which Pr(A [ B) is at least as great as the sum of Pr(A)

and Pr(B), given A \ B = ;.) Unlike the stronger principle of countable additivity, finite

additivity is essentially uncontested.

Intersection Identity. If A \ E = B \ E, then Pr(A|E) = Pr(B|E).

This principle comes from Easwaran [2008, 81]. It follows from the identity Pr(C|E) =

Pr(C \ E)/Pr(E) in the case in which Pr(E) > 0. It also seems highly intuitive even in

the general case: given that A and B are the same “within E,” so to speak, they should be

assigned the same probability on the assumption that E holds.

6I am assuming that Pr(R|G1) and Pr(R|G2) are both real-valued. If they are not, then the Law of
Likelihood does not apply, so we still have a restriction on the scope of the Law of Likelihood of a kind that
we are currently trying to avoid.
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Weak Conglomerability. If there is a constant a such that Pr(A|E) = a for all E 2 E ,
where E is a partition, then Pr(A) = a.

This principle follows from the law of total probability Pr(C) =
P

i Pr(C|Ei) Pr(Ei)

when the relevant partition is countable and is indexed by i. It also seems to follow from

any reasonable interpretation of probability in the general case. For instance, if Pr(C|Ei)

corresponds to the degree to which one would (or should) believe C upon learning Ei then

it amounts to the statement that if one would (or should) believe C to a particular degree

regardless of which element of a partition one learned, then one should already believe C to

that degree.

Advocates of Dubins’s theory of coherent conditional probability reject Weak Conglomer-

ability despite its intuitive appeal, regarding its rejection as the price to be paid for avoiding

Borel’s paradox and other di�culties for the Kolmogorov approach. I do not wish to take

a side in this debate; I only wish to point out that avoiding Borel’s paradox does not come

without a cost.

An argument from [Easwaran, 2008, 84–5] can be adapted to show that Rotation Preser-

vation is incompatible with the conjunction of Weakening, Intersection Identity, and Weak

Conglomerability, with the minor caveat that at least one of those principles must be very

slightly strengthened to accommodate the fact that all of the great circles that pass through

a particular point contain that point and its opposite and thus do not form a partition.

One simple and intuitively plausible way to address this complication is to maintain (quite

plausibly) that Weak Conglomerability holds for “almost-partitions” the elements of which

have a finite number of points in common, provided that the probability distribution over

the space is continuous (and thus puts no probability mass on those points). Other options

are to arbitrarily assign the two points in question to particular great circles or to remove

the relevant points from the sphere and make appropriate slight adjustments to Rotation

Preservation. How exactly we handle these points is not crucial: intuitively, it should not

matter how we handle two extensionless points on a continuous surface in the presence of a

continuous probability distribution. For the sake of definiteness, I will opt for the slightly

extended version of Weak Conglomerability.

Here is the argument. Returning to Example 4.1, let A be the region of points within d
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degrees of the poles in some system of latitudes and longitudes for some 0 < d < 90. Let G1

be an “almost-partition” of the sphere into the great circles that pass through the poles. A is

invariant under rotations of the sphere about the axis passing through the poles, so Rotation

Preservation says that it is permitted that Pr(A|G) = a for some a and for each hypothesis

G corresponding to an element of G1. By Weak Conglomerability for “almost-partitions,” it

follows that Pr(A) = a. (See figure 4.4)

Figure 4.3: The application of Weak Conglomerability to A.

Now imagine a rotation of the sphere around some axis perpendicular to the one just

discussed, and consider the band A0 swept out by A. Let G2 be the “almost-partition” of the

sphere into great circles passing through the endpoints of this second axis. Take the unique

great circle G⇤ that is in both G1 and G2. A\G⇤ = A0 \G⇤, so Intersection Identity requires

Pr(A|G⇤) = Pr(A0|G⇤). By Rotation Preservation, it is permitted that that Pr(A0|G) = a for

all G 2 G2. By Weak Conglomerability for “almost-partitions,” it follows that Pr(A0) = a.

Thus, it is permitted that Pr(A) = Pr(A0).

But Pr(A) = Pr(A0) is incompatible with Weakening. The region A† = A0\A has positive

area, so it has positive probability. A0 = A† [A, and A† \A = ;, so Pr(A0) = Pr(A† [A) >

Pr(A).

This no-go result shows that anyone who wishes to maintain an absolute and unrestricted

Law of Likelihood must deny at least one of Weakening, Intersection Identity, and Weak

Conglomerability for “almost-partitions.” Denying Weak Conglomerability seems to be the

most promising option, given that advocates of the Dubins theory of conditional probability
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Figure 4.4: The application of Weak Conglomerability to A0.

are willing to deny it on other grounds [Dubins, 1975]. However, it is a fairly radical step.

Moreover, it is still not enough to determine the intuitively correct result in Example 4.1

that E is evidentially neutral between H1 and H2: the Dubins theory, for instance, permits

many di↵erent conditional probability assignments, including the assignment that yields the

intuitively incorrect 1.57 likelihood ratio.

A full discussion of the relative merits of various theories of conditional probability lies

beyond the scope of this dissertation; see for instance [Seidenfeld, 2001], [Hájek, 2003],

[Easwaran, 2008], and [Rescorla, 2014].

4.5 ADDRESSING THE COUNTEREXAMPLE WITHIN EXISTING

THEORIES OF CONDITIONAL PROBABILITY

I showed in the previous section that any attempt to address counterexamples to the Law of

Likelihood arising from Borel’s paradox by adopting an alternative to Kolmogorov’s theory of

conditional probability will require violating at least one of three highly plausible principles.

One could maintain that we should give up one of those principles rather than accept either

restrictions on the Law of Likelihood or the view that facts about evidential favoring are

either indeterminate or relative to something not contained in the standard statistical model
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in the kinds of cases that give rise to Borel’s paradox. However, in this section I argue that

the cost of accepting either of the latter for a likelihoodist is slight. I will consider first

the possibility of restricting the Law of Likelihood, and then the possibility of regarding

evidential favoring as either indeterminate or relative.

4.5.1 Restricting the Law of Likelihood

One possible response to Example 4.1 is to restrict the Law of Likelihood so that it does

not apply to the kinds of cases that gives rise to Borel’s paradox. This response is obviously

su�cient to avoid those examples as counterexamples, but it faces at least two objections: it

seems ad hoc, and it limits the scope of the Law of Likelihood. I will address these objections

in turn.

There are at least two reasons to worry about an apparently ad hoc restriction on a

principle. First, it might make one wonder where arguments for an unrestricted version of

the principle went wrong. Second, it might make one worry that perhaps there are other

possible counterexamples that the restriction fails to address.

Both of these worries are mitigated by the fact that counterexamples arising from Borel’s

paradox have as their source an acknowledged di�culty in the theory of conditional proba-

bility. Thus, they do not reveal a problem in the relationship between conditional probability

and evidential favoring that the Law of Likelihood posits when the conditional probabilities

are unproblematic. This fact mitigates the first worry: arguments for the Law of Likelihood

go wrong in ignoring the possibility of anomalous conditional probabilities. In considering

the premises of those arguments, one naturally thinks of cases in which the conditional prob-

abilities are unproblematic, and counterexamples arising from Borel’s paradox give no reason

to think that the arguments are wrong in those cases. It also mitigates the second worry:

there may be other anomalies in the theory of conditional probability that could be exploited

to produce other counterexamples—cases involving self-locating belief come to mind—but

this possibility is no threat to use of the Law of Likelihood in typical cases.

The non-ad hoc restriction we really need is that, roughly, the Law of Likelihood applies

only when the relevant conditional probabilities are unproblematic. It is unclear how exactly
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this restriction should be spelled out. For instance, some likelihoodists such as Edwards

[1972] say that the Law of Likelihood should be used only when the relevant conditional

probabilities express known long-run frequencies, while others such as Sober [2008] require

only that they be empirically well-supported. In any case, saying that it should not be used

in the kinds of cases that give rise to Borel’s paradox seems reasonable and is non-ad hoc

in that it can be seen as an instance of a more general and principled restriction, albeit one

that is di�cult to specify completely.

One might worry a vague restriction to the e↵ect that the Law of Likelihood does not

apply when conditional probabilities are problematic gives likelihoodists too much latitude:

when faced with a potential counterexample, he or she could always simply claim that

the conditional probabilities are at fault rather than the Law itself. However, this worry

should not be oversold. We have a fair amount of independent purchase on the question

of whether or not a given conditional probability assignment is problematic. As a result,

the claim that conditional probabilities are to blame would be a complete non-starter as

a response to many purported counterexamples to the Law of Likelihood, including those

addressed in Chapter 3. In the case at hand, the conditional probabilities in question have

been regarded as paradoxical since Bertrand [1889] first investigated them and have provided

some of the impetus for the development of alternatives to Kolmogorov’s theory of conditional

distributions.

In sum, restricting the Law of Likelihood so that it does not apply to the kinds of

cases that give rise to Borel’s paradox is not badly ad hoc because it can be seen as part

of specifying a well-motivated general restriction of the Law to cases in which the relevant

conditional probabilities are unproblematic. Moreover, it does not raise the kinds of worries

that ad hoc restrictions sometimes raise which would make one worry about the correctness

of the Law even in ordinary cases.

A second reason to worry about a restriction on the Law of Likelihood is that it might

substantially reduce the scope of the principle and thereby limit its usefulness. If the restric-

tion is necessary, then resistance to it on these grounds is futile. However, it does seem to

give the likelihoodist a reason at least to search for other options.

I have two responses to this concern. First, it is not clear that the likelihoodist has
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any better options. Adopting a di↵erent theory of conditional probability generates other

apparently serious problems, as I argued in the previous section. In the next subsection, I

will argue that the advantages of the other option—regarding evidential favoring as either

relative or indeterminate—are superficial.

Second, the restriction in question would have little if any e↵ect on the scope of the Law

of Likelihood in practice, both because it is not necessary to rule out all cases involving

probability-zero hypotheses and because truly probability-zero hypotheses are rarely if ever

of genuine interest.

It is not necessary to rule out all cases involving probability-zero hypotheses, because

many such hypotheses have perfectly determinate likelihoods. They have determinate like-

lihoods because they just are specific hypotheses about the probability distribution that is

generating the data. For instance, the hypotheses that a particular coin has probability .5 of

landing heads when flipped entails a definite probability for the possibility that the coin will

land heads six times in ten independent tosses even if that hypotheses is regarded as having

probability zero. (It would be surprising if a real coin were exactly fair.) More generally,

Borel’s paradox does not arise for a simple statistical hypothesis, which specifies values for

all parameters of the statistical distribution from which the observations are taken to have

been drawn.

One can also distinguish between composite statistical hypotheses and substantive hy-

potheses, where the former are disjunctions of simple statistical hypotheses while the latter

are not immediately about the probability distribution that is generating the data at all.

However, this distinction is not clear or helpful in the present context. Consider hypothesis

H1 from Example 4.1, which says that the point selected from the surface of the sphere lies

within a particular distance of the intersection of the equator and the prime meridian. On

the surface, this hypothesis seems to be substantive rather than statistical. However, you

can write down the unconditional probability distribution over the surface of the sphere in

terms of parameters for latitude and longitude and write down H1 as a disjunction of simple

statistical hypotheses about those parameters. Borel’s paradox arises for this hypothesis

whether we think of it as substantive or statistical. The key point is that the conditional

probability in question cannot simply be read o↵ of the hypothesis but has to be determined
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in accordance with some theory such as those mentioned in Section 4.4.

In at least most of the cases in which scientists seem to be considering a probability-

zero hypothesis, Borel’s paradox will not arise either because that hypothesis is a simple

statistical hypothesis or because it should not in fact be regarded as having probability zero.

Probability-zero hypotheses often appear in science as point-null hypotheses–for instance,

the hypothesis that the mean recovery rate is the same in across treatment groups in a

randomized clinical trial. Given certain assumptions, this hypothesis is a simple statistical

hypothesis. For instance, given common normality assumptions, this hypothesis entails that

a particular function of the data is drawn from a t distribution the only free parameter of

which is determined by the sample size.

Hypotheses which assign a sharp value to a quantity of interest are not always simple

statistical hypotheses, however. Consider, for instance, stellar parallax. One objection to

heliocentrism that Copernicus faces is that if the earth revolves around the sun, then we

should observe a corresponding shift in the apparent positions of stars at di↵erent times of

year. Copernicus argues that this objection is not conclusive because that stellar parallax

would be too small to observe if the stars were su�ciently far away, which for all anyone knew

they could be. In this case, the question whether some parameter is precisely zero or merely

very small has great theoretical importance. The point null hypothesis that it is precisely

zero can be treated as a simple statistical hypothesis given a su�ciently developed theory

about the error characteristics of the method that is used to make the relevant measurements,

but one might worry about Borel’s paradox arising in the absence of such a theory.

In this case, however, the point-null hypothesis should not be regarded as having prob-

ability zero even though it posits a sharp value for the parameter in question. A Ptolemaic

geocentric theory was a live possibility at the time, and such a theory entails that there is

no stellar parallax, so the hypothesis that there is no stellar parallax would have receive a

positive probability. Thus, Borel’s paradox could not arise for it. The same point applies in

many other cases involving theoretically important point-null hypotheses in science, such as

Michelson and Morley’s measurements of the “ether wind.”

In other cases, scientists formally test a point-null hypothesis that is plausibly regarded

as having zero probability (for instance, that some parameter is exactly zero) but are actually
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interested in a vague range-null hypothesis according to which the point-null hypothesis is

not too far from the truth (for instance, that the value of the parameter in question is within

✏ of zero for some small positive ✏). Many cases of null hypothesis significance testing in the

social sciences are of this kind. For instance, a recent paper in Psychological Science reports

results from tests of various versions of the point null hypothesis that children’s tendency

toward altruistic behavior is the same one month before and one month after experiencing a

major earthquake [Li et al., 2013]. This point null hypothesis is arguably highly implausible—

perhaps even a probability-zero claim: it would be incredible if the traumatic experience of

living through an earthquake had precisely zero e↵ect on altruistic behavior. But it would not

be incredible if the e↵ect were small enough to be negligible. In cases like this one, scientists

appear to be testing what could be regarded as a probability-zero point-null hypothesis, but

are better regarded as testing the vague range-null hypothesis that any departure from the

point-null hypothesis is small. The latter should be regarded as having positive probability

and thus does not give rise to Borel’s paradox.

This interpretation of null-hypothesis significance testing is somewhat problematic for a

likelihoodist because range-null hypotheses generally lack well-defined objective likelihoods.

They are, after all, composite statistical hypotheses. However, this problem will generally

not be serious. The likelihood on a given datum of a composite hypothesis is (the continuous

analog of) a weighted average of the likelihoods on that datum of the simple hypotheses it

contains. Thus, it must be within the range of those likelihoods. That range will be small to

the extent that the likelihood function does not vary much over the elements of the composite

hypothesis. In many cases, the range will be small enough that the likelihood of the point-null

hypothesis will provide a good approximation to the likelihood of the range-null hypothesis.

There may be some cases of genuine scientific interest in which Borel’s paradox arises, so

that restricting the Law of Likelihood has some practical cost. However, many cases in which

scientists seem to be considering probability-zero hypotheses are not of this kind, either be-

cause the hypotheses have determinate likelihoods despite being probability-zero or because,

on a proper interpretation, the hypotheses being considered have positive probability after

all. Moreover, the purported fact that the restriction has a practical cost is no argument

against its necessity. However, it does provide motivation for looking for alternatives, such
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as the approach to be described in the next subsection.

4.5.2 Regarding Evidential Favoring as Either Relative or Indeterminate

An alternative to restricting the Law of Likelihood is to maintain that any indeterminacy

or relativity in the relevant likelihoods produces corresponding indeterminacy or relativity

in evidential favoring. For instance, if we understand conditional probabilities in accordance

with the theory of regular conditional distributions, then we would say in Example 4.1 that

E favors H1 over H2 to the degree 1.57 not absolutely, but relative to the sub-�-field that is

implicit in the calculation.

This approach is attractive in its unity and simplicity. It involves no restrictions on

the Law of Likelihood and falls under the same general principle as the idea that evidential

favoring is objective to the extent that the relevant likelihoods are objective: any qualification

on the status of the relevant likelihoods ratio entails a corresponding qualification on the

status of the associated evidential favoring.

Unfortunately, the claims this approach yields seem intuitively wrong. In Example 4.1,

for instance, the pre-theoretically correct result is that E is determinately and absolutely

neutral between H1 and H2. It seems wrong to say that E favors H1 over H2 even relative

to the sub-�-field in question.

This objection is not a knockdown. Intuitions about the infinite and the infinitesimal

are notoriously unreliable, so it would not be completely surprising if we had to give up our

intuitions about this case. A view that broke the symmetry between H1 and H2, for instance

by saying that E determinately and absolutely favors H1 over H2 or vice versa, would seem

quite unacceptable, but the view in question maintains that symmetry: for every sub-�-field

relative to which E favors H1 over H2 to a given degree, there is one relative to which E

favors H2 over H1 to the same degree.

A second objection to this approach is that it is not clear what purpose it serves beyond

the aesthetic one of making our account of evidential favoring simpler and more unified. In

standard cases, the Law of Likelihood explicates the pre-theoretically important notion of

evidential favoring. It is not clear what it is doing in Borel’s paradox cases, given the current
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approach. We do not seem to have a pre-theoretic notion of evidential favoring relative to a

sub-�-field for it to explicate.

A possible response to this objection is that the likelihoodist’s measure of evidential

favoring derives its meaning from the fact that it gives the ratio of posterior to prior odds—

or in cases with continuous hypothesis spaces, probability density ratios—when that ratio is

well determined. That is, Bayes’s theorem entails

Pr(E|H1)

Pr(E|H2)
=

p(H1|E)

p(H2|E)

�
p(H1)

p(H2)
(4.1)

where p(·) can indicate either a probability or a probability density. This expression holds

in the Kolmogorov theory of conditional probability provided that the same sub-�-field is

used for all of the calculations. Thus, the likelihood ratio of 1.57 one gets when one applies

standard techniques to Example 4.1 reflects the change in relative probability density that

happens under Bayesian conditioning using the same kinds of techniques.

Unfortunately, this response only serves to move the problem back one step: now we

face questions about the significance of the relevant probability density ratios. Intuitively,

one should be neutral between H1 and H2 both before and after conditioning. Standard

mathematical techniques do not deliver this result, and the Kolmogorov approach delivers it

only relative to a particular sub-�-field. On the Dubins approach, by contrast, the relevant

probability densities are simply chosen by the user to reflect his or her conditional and uncon-

ditional beliefs, subject to certain axioms that can be regarded as consistency requirements,

without any reference to sub-�-fields needed. Given this approach, it seems reasonable to

say that evidential favoring is indeterminate, or rather determined only by the relevant

dispositional beliefs of the user. The cost, again, is giving up Weak Conglomerability.

One final objection to this approach is that there is an important di↵erence between

the distinction between objective and subjective likelihoods on the one hand and likelihoods

that are and are not relative to a sub-�-field on the other hand. The first distinction has to

do with what grounds the relevant probability assignment—is it a fact about the world, or

a fact about some individual’s psychology? The second has to do, at least in cases in which

there is no “preferred” sub-�-field, with whether or not the probability assignments have

any non-arbitrary grounding at all. Justifications for the Likelihood Principle and Law of
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Likelihood presuppose that conditional probabilities can be interpreted in the natural way

as measuring the degree to which one should or would expect the observation in question if

the relevant hypothesis were true. When conditional probabilities cannot be interpreted in

that way, the justifications break down, and it should not surprise us if the principles break

down as well.

There are in some cases grounds for preferring one sub-�-field over others. For instance,

one sub-�-field might properly reflect the operating characteristics of a measurement tech-

nique in a case in which one is conditioning on data. Thus, although evidential favoring is in

the first instance relative to a sub-�-field, it becomes absolute when a preferred sub-�-field

is picked out. The problem with this argument is that there does not seem to be anything to

pick out one sub-�-field as the relevant one when one is conditioning on hypotheses rather

than data.

In sum, regarding evidential favoring as relative or indeterminate in the cases in which

Borel’s paradox arises may be a tenable alternative to restricting the Law of Likelihood, but

its benefits are weak and it su↵ers from interpretive di�culties.

4.6 CONCLUSION

I have argued that Borel’s paradox gives rise to genuine counterexamples to the Law of

Likelihood when conditional probabilities are calculated using standard mathematical tech-

niques. It is possible to avoid the counterexamples by appealing to an alternative theory of

conditional probability, but at what appears to be a rather high cost. It is also possible to

avoid the counterexamples by either restricting the Law of Likelihood so that it does not

apply to the kinds of cases in which Borel’s paradox arises or regarding evidential favoring

as inheriting any relativity or indeterminacy that a↵ects the likelihood ratio. In the end, the

view I prefer is that the Law of Likelihood holds only when the conditional probabilities to

which it appeals can legitimately be interpreted as measuring the degree to which the data

in question would or should be expected if the hypothesis in question were true, which is

not the case when their values depend on an arbitrary choice among limiting operations or
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sub-�-fields.

This concludes my investigation of arguments for and against the Likelihood Principle

and the Law of Likelihood. I have found that both principles have strong arguments in their

favor and can withstand many objections that have been raised against them. I will now

turn my attention to their methodological implications.
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